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Abstract

This paper presents an evaluation of the benefits of multi-objective
optimisation algorithms, compared to single objective optimisation algo-
rithms, when applied to the problem of planning a route over an unstruc-
tured environment, where a route has a number of objectives defined using
real-world data sources.

The paper firstly introduces the problem of planning a route over an
unstructured environment (one where no pre-determined set of possible
routes exists) and identifies the data sources, Digital Terrain Elevation
Data (DTED) and NASA Landsat Hyperspectral data, used to calculate
the route objectives (time taken, exposure and fuel consumed). A number
of different route planning problems are then used to compare the per-
formance of two single-objective optimisation algorithms and a range of
multi-objective optimisation algorithms selected from the literature.

The experimental results show that the multi-objective optimisation
algorithms result in significantly better routes than the single-objective
optimisation algorithms and have the advantage of returning a set of
routes that represent the trade-off between objectives. The MOEA/D
and SMPSO algorithms are shown, in these experiments, to outperform
the other multi-objective optimisation algorithms for this type of problem.
Future work will focus on how these algorithms can be integrated into a
route planning tool and especially on reducing the time taken to produce
routes.

1 Introduction

Multi-objective optimisation (MOO) continues to gain increasing attention [7],
as it becomes recognised that (a) a large number of real-world optimisation
problems are naturally multi-objective; (b) the classical simplifying approach
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of combining many objectives into one has several drawbacks [4]; and (c) sev-
eral efficient and effective methods now exist that address MOO in a principled
way (e.g. [8, 18]). In this paper, the authors investigate the benefits of apply-
ing multi-objective optimisation algorithms to the problem of planning a route
across an unstructured environment compared to traditional single-objective
optimisation algorithms.

This paper begins with a brief introduction to the problem of multi-objective
optimisation in the context of route planning. Section 3 defines the problem of
planning a route across an unstructured environment and the objective functions
used in this evaluation. The experimental results are then presented in Sections
4 and 5 which is followed by conclusions and future work at the end.

2 Background

Firstly, a general MOO problem is formally posed as:

argmin~x∈XGm(~x)

where Gm(~x) is a set of m objective functions and ~x is defined as a vector of
decision variables (or a solution) in the form ~x = (x1, x2.., xN ) from the set of
solutions X. The aim is to find the Pareto set which contains all the solutions
that are not dominated by any other solution. A solution ~x1 is said to dominate
~x2, if and only if, ~x1 is as good as ~x2 in all objectives and ~x1 is strictly better
then ~x2 in at least one objective. A distinguishing feature of MOO is that the
target is a set of solutions rather than a single ‘best’ and hence the operator is
able to understand the impact of different solutions on the different objectives.

The most effective MOO approaches to date are generally regarded to be
multi-objective evolutionary algorithms (MOEAs). EAs naturally maintain di-
versity (by working with a population of solutions), and many additional tech-
niques exist (e.g. [5, 13, 16]). MOEAs encompass a broad family of approaches
to MOO; particularly successful among them are those based on particle swarm
optimisation (PSO) [15, 17, 19], and others based on decomposing the MOO
problem into several different single-objective problems [14, 12]. In the former
approach, PSO is combined with the use of measures to maintain a diverse set
of ‘targets’, usually ensuring these are spread well across the developing Pareto
set. In the latter approach, the idea is to exploit the relationship between MOO
and single objective problems. Roughly speaking, different regions of the Pareto
set are optima for different weighted sums of the original objectives; such meth-
ods simultaneously progress several different single-objective searches, together
aiming to cover the Pareto set.

In this paper, the authors are interested in understanding the benefits of
different multi-objective optimisation algorithms when applied to planning a
route across an unstructured environment [10]. Formally, route planning is
defined as the construction of a route that navigates between two geographic
locations where the first location is the start position and the second is the goal
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location. The problem of planning a route is typically split into two distinct
domains; structured and unstructured environments. In a structured environ-
ment, a graph is used to limit the number of possible routes taken, e.g. planing
over a road network [22, 20]. Where an unstructured environment can have any
number of possible routes, e.g. traversing across a field or savannah. In this
paper, the authors are interested in planning a route across an unstructured
environment where the route must minimise a number of objectives. The route
planning problem used in this paper has been defined using real-world data
sources to enable a sufficiently realistic comparison and is outlined in the next
section.

3 Route Planning Problem

This section defines the multi-objective problem used to evaluate the optimi-
sation algorithms. The problem is based on a route planning scenario where a
commander is tasked with planning a route for a vehicle that could minimise
a multitude of competing objectives, i.e. the fuel used, the time taken, the
distance travelled, the likelihood of being detected by observers and/or the pre-
dicted health of the vehicle on arrival. In this paper, the objectives used are
the time taken, the fuel consumed and the likelihood of being detected by an
observer.

Firstly, the representation of the route during the optimisation process is
defined using [6]. The route is represented using an ordered set of way-points
defined in relative polar coordinates using α (the change in heading from the
previous way-point) and r (the distance to travel for each segment of the route).
Such that the route is formally defined as:

• Start Position which includes the Latitude (lat1), Longitude (lon1) and
heading from true north (θ1).

• End Position which includes the Latitude (lat2), Longitude (lon2) and
heading from true north (θ2).

• The set of way points defined in relative polar coordinates r (radius) and
α (angle relative to the previous way point).

For example, α1 and r refer to the change in heading and distance from the
start way point. By fixing the number of way points, and further keeping r
fixed, the search space can be considerably reduced, while still allowing for a
fair representation of all conceivable routes.

To evaluate the route planning objectives, the relative polar route must
be unpacked and a route defined in absolute Cartesian space (as illustrated in
Figure 1). This is achieved by adding the relative angle α1 to the start position’s
heading θ1 and projecting the point r metres in that direction. For the final
segment, the heading between the last way point (defined using the relative
polar representation) and the end position is used. This is the only segment
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Figure 1: The process of generating the routes from the codification

that may be of variable length (rather than r). Finally, a detailed route must
be generated by linearly interpolating between the way points. The resolution
of the interpolation will be dependent on the resolution of the data used to
evaluate the objective function or is user defined. For example, if the terrain
elevation data is in 30 m × 30 m squares then there is little point in sub-sampling
the route to a fidelity less than 30 m. The following sections briefly outline the
objective functions used in this problem.

3.1 Time Taken

The time taken is generally dependent on the overall distance of the route and
the speed travelled over that route. Therefore, to be able to calculate the time
taken for a vehicle to traverse the total route would be the summation of the
route segment distance divided by the speed permitted along the segment.

The speed permitted is closely linked to the type and gradient of the terrain
being traversed. The most comprehensive model in this area is the NATO
Reference Mobility Model NRMM II [1], which is a heuristic model to determine
the mobility of a vehicle over varying types of terrain. The model has been
extensively verified by the U.S. Army although unfortunately the model remains
classified. Therefore, in this project a simplified model is used to enable wide
dissemination of the problem. The speed permitted or “going” is assumed to
be largely dependent on the terrain type and is based on a typical Land Rover
type specification as defined in Table 1. The model used in this paper makes
the assumption that the vehicle will travel at a constant speed along each of
the route segments and that the power applied will be varied to maintain the
speed given the terrain slope. These assumptions are likely to be removed in
later versions of this model.
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Terrain Type Speed (km/hr)
No Vegetation 24
Light Vegetation 16
Heavy Vegetation 6
Water 0

Table 1: Table showing the speed permitted dependent on the terrain type

3.2 Fuel Consumed

The calculation for the fuel consumed over different terrains is based on the
model detailed in [3]. The first step is to calculate the net force required to move
the vehicle across this route segment by balancing the resistance forces. The
resistance forces used within this paper are defined as Fresistance = Frolling +
Fgravity + Fdrag where the components are defined as:

• Frolling: The rolling resistance force is the friction between the vehicle
and the surface and is defined as Frolling = Crmg cos(θ) where Cr is the
rolling resistance, m is the mass, g is the acceleration due to gravity and
θ is the slope angle.

• Fgravity: This is the required force to overcome gravity and is defined as
Fgravity = mg sin(θ)

• Fdrag: This is the required force to overcome the drag due to air and is
defined as Fdrag = 0.5CdφAv

2 where A is the drag area.

The overall power generated by the vehicle is assumed to be equivalent to
the resistance forces multiplied by the vehicle velocity although this assumption
does not model the changes in velocity at the transition between route segments.
Hence, the energy (in Joules) used on each segment can be estimated using the
following equation:

Energy Used = Ce × Fresistance × v × t (1)

Using an estimate of the energy contained within Diesel1, the energy used
can be crudely converted to the amount of fuel used (in gallons) but in this paper
the energy used remains in Joules. The model can be used to estimate the fuel
consumed along the route and incorporates the two key environmental factors,
terrain type (Cr) and grade (θ), along the route segment. The constants used
for this model are Cr = 0.06, θ = tan−1( rise

100 ), Cd = 0.32, φ = 1.29 (Density at
sea-level), A = 2.2, m = 1650 kg, v = speed permitted along this segment, t =
time taken along the segment and Ce = efficiency of the overall power system
(assumed to be 33% efficient).

1http://www.eia.doe.gov/basics/conversion basics.html
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3.3 Likelihood of Detection

The third objective is to reduce the likelihood of detection by a set of observers
located at static locations in the environment. This objective requires that the
position and detection rate of the observer are known. In a similar process to
the previous objectives, the objective L(d) can be formulated as the product of
the likelihood of detection on each route segment:

L(s) = 1−
N∏

i=1

(1− L(si)) (2)

With the likelihood of detection along a route segment Li(d) defined in terms
of the rate of detection from the observer’s position. The rate of detection will
be modelled as an inverse squared relationship with the distance where the
detection rate drops to zero if this route segment is not within line of sight.

L(si) =
1
r2i

(3)

Where ri is the straight line distance between the observer and the detailed
route way point, Li(d) is assumed to be zero if r is greater than rmax (which is
assumed to be 1km) and the terrain elevation prevents a direct line of sight.

The route must also satisfy particular constraints on the vehicle. For exam-
ple, the vehicle may not be capable of traversing through deep water. These
constraints are likely to be apparent in the objectives previously defined (the
time taken will be very large if the terrain type “water” is encountered) but
they are listed here for completeness. The constraints considered in this paper
are (a) Turn Rate: the vehicle is assumed to have a maximum turn rate of
0.266 rads/sec, (b) Slopes: the maximum slope is assumed to be less than 2/3π
rads (60 degrees) and (c) Map Limits: This constraint enforces that the route
generated must lie within the boundaries of the map data available.

These objectives are all key indicators but the relative importance between
them is likely to dependant on the priorities of the particular mission being
planned. Hence, understanding the trade-off between them is one of the key
reasons for investigating MOO in this paper.

3.4 Real-world Data Sources

The objectives and constraints defined in the previous sections require a number
of data sources to enable them be able to calculated. In this project, two main
data sources are used; the Digital Terrain Elevation Data (DTED)2 and the
NASA LandSat Multispectral data. The DTED data provides the elevation
above sea level of 30 m × 30 m grids and is used to infer the grade of each route
segment and to enforce the constraints on the vehicle capabilities. An example
of the DTED data over the Grand Canyon is shown in Figure 2 (a) and is used
in the evaluation in the following sections. The Multispectral data is combined

2EarthExplorer (http://earthexplorer.usgs.gov)
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with a classifier to infer the terrain type and hence the maximum speed allowed
on that portion of the route segment. An example of a composite image of
LandSat data (for wave bands 2,3 and 4) and a classified image are shown in
Figure 2 (b) and (c) for the same region as (a).

4 Single Objective

This section presents the experimental results on applying standard single objec-
tive optimisation algorithms to the route planning problem defined previously.
The experiments in this, and the following, section consist of 5 different pairs
of start and end locations over the same landscape (Grand Canyon), which de-
scribe routes with varying length that are always divided into 30 equal route
segments. The objective functions are evaluated on these route segments at
200 m intervals. These experiments used only two objectives; time taken and
likelihood of detection to aid visualisation of the results but further experiments
in the following section use all the objectives defined.

Firstly, the multiple objectives are aggregated into a single objective by ei-
ther taking the sum or the product of all of the objective functions to form a
single real-valued number. Two state of the art optimisation algorithms, Par-
ticle Swarm Optimisation (PSO) and Hill Climbing (HC), were taken from the
Optimization Algorithm Toolkit (OAT)3 and applied to the five route planning
problems. Each algorithm was run 30 times for 200,000 evaluations on the two
different types of single objective optimisation problem (sum and product). The
optimal or reference Pareto front shown in the following experiments is calcu-
lated by combining all the solutions found from this and the following section.
Therefore, the fronts can not be guaranteed as optimal but are the best known
approximations of the fronts.

Figure 3 only shows the final ’best’ single solution from all runs for prob-
lems 2, 4 and 5 because Problem 1 and 3 were found to have a Pareto optimal
front which consisted of only a single point e.g. a single solution was found to
minimise both the time taken and the likelihood of detection. The experimental
results in Figure 3 show that the best solution returned by a single objective
algorithm is typically clustered around areas of Pareto front depending on the
formulation of the problem into a single objective. For example, the sum formu-
lation typically focuses the optimisation on the “time taken” objective function
due to the relative values of the two objective functions (time taken is in the
thousands while the likelihood of detection is unity). This biasing could be
removed by weighting the objective functions appropriately but finding a good
combination of weights is typically achieved through trial and error or through
detailed knowledge of the required solution. The following section shows how
multi-objective optimisation algorithms perform on the the five route planning
problems.

3http://optalgtoolkit.sourceforge.net/
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(a) An example of DTED with a 30m ac-
curacy

(b) The Combined LandSat Image with
(R=4,G=3,B=2)

(c) An example of a simple terrain
type classifier (Black=No Vegetation,
Dark Gray=Light Vegetation, Light
Gray=Heavy Vegetation, White=Water)

Figure 2: Examples of the DTED and Multispectral data sources used
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(a) Problem 2 (b) Problem 4

(c) Problem 5

Figure 3: The best solution found for 30 independent runs using PSO and HC
applied to the route planning problems 2,4 and 5
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5 Multiple Objectives

This section presents the experimental results of applying some of the state of
the art MOO algorithms on the 5 route planning problems for both 2 (time taken
and likelihood of detection) and 3 objective problems (same as the previous plus
the fuel consumed). The multi-objective optimisation algorithms used in this
study have been taken from the recent research literature to provide a broad
evaluation of current approaches.

Multi Objective Evolutionary Algorithms Based on Decomposition (MOEA/D)
[14] was selected as the current state of the art in multi-objective optimisa-
tion, Speed-constrained Multi-objective PSO (SMPSO)[18] is used to provide
a baseline algorithm from the Particle Swarm Optimisation (PSO) commu-
nity, Non-dominated Sorting Genetic Algorithm II (NSGAII)[8] is used as a
baseline Genetic Algorithm (GA) while Multi-Objective Probability Collectives
(MOPC)[21] is a preliminary algorithm developed using a new approach based
on Probability Collectives [11, 2]. The implementations of MOEA/D, SMPSO
and NSGAII have been taken from JMetal: A framework for Multi-Objective
Optimisation4 and the results presented are averaged over 30 independent runs
which were limited to 200,000 evaluations (same as the single objective results).

For these experiments the configuration of each algorithm was as per the de-
fault in JMetal but for clarity the parameters are defined briefly. MOEA/D was
configured with a population size of 600, CR = 1.0, F = 0.5 with a distribution
index of 20. SMPSO had a population size of 100 and a perturbation index
of 0.5. NSGAII also had a population size of 100 with a crossover probability
of 0.9 and a distribution index for mutation and crossover of 20. The MOPC
algorithm used a swarm size of 50, sample size of 20, a cache size of 400 with
beta starting at 1.0 and decaying to 0.01.

A complete summary of the performance results is presented in Table 2.
Examples of the solutions generated for problem 2,4 and 5 are shown in Figure
4 for the 4 different algorithms investigated; MOEA/D, SMPSO, NSGAII and
MOPC. The performance of each algorithm is compared using the Inverted
Generational Distance (IGD), as defined in the IEEE Congress on Evolutionary
Computation (CEC) 2009 competition[23], between the algorithm’s final set of
solutions and the estimated Pareto optimal front obtained after aggregating all
experiments, as explained previously.

Firstly, by comparing the results shown in Figure 3 (showing results from
many objective runs) and Figure 4 (showing results from a single run from
each multi-objective algorithm), the multi-objective optimisation algorithms are
shown to find better individual solutions than the single objective algorithms
while also returning a set of solutions that approximate the known Pareto opti-
mal front. Hence, in this study it can be shown that a multi-objective optimi-
sation algorithm finds a route that minimises the different objectives compared
to a single objective optimisation algorithm.

Secondly, the results in Table 2 allow us to objectively compare the relative
4http://jmetal.sourceforge.net/
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(a) Problem 2 (b) Problem 4

(c) Problem 5

Figure 4: A single solution set returned by MOEA/D, SMPSO, NSGAII and
MOPC applied to the route planning problems 2,4 and 5
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Problem Algorithm Time Taken and Exposure Time, Expo. & Fuel Consumed
Mean IGD Std IGD Mean IGD Std IGD

1

MOEAD 805.35 705.63 13,467.13 14281.87
SMPSO 819.07 270.43 3,992.20 2,922.45
MOPC 2,721.96 331.85 167,116.27 28,612.23
NSGAII 5,228.83 713.30 109,427.37 51,336.50

2

MOEAD 242.75 222.29 48,005.15 12,128.68
SMPSO 1,335.90 553.78 9,033.19 8,065.83
MOPC 4,392.59 1,128.97 164,588.37 38,136.12
NSGAII 6,058.02 2,164.95 87,700.47 51,954.09

3

MOEAD 107.62 74.41 342.60 589.29
SMPSO 238.75 94.26 484.15 125.62
MOPC 744.51 91.27 27,652.35 3,691.92
NSGAII 1215.00 362.52 33,802.66 12,235.84

4

MOEAD 26.84 16.37 5,518.52 1,076.79
SMPSO 107.95 31.99 1,218.66 1,058.05
MOPC 234.87 32.59 27,362.55 5,260.57
NSGAII 343.48 57.23 15,327.59 6,931.50

5

MOEAD 55.95 4.99 2,416.07 1,056.68
SMPSO 80.98 16.00 162.43 28.36
MOPC 203.69 50.39 3,650.97 2,729.31
NSGAII 209.83 48.06 10,999.84 2,894.42

Table 2: The IGD values (mean and standard deviation) for MOEA/D, MOPC,
SMPSO and NSGAII on Route Planning Problems 1 to 5 with 2 and 3 objectives

performance of the MOO algorithms. A pattern emerges on the performance of
the algorithms used, the MOEA/D and SMPSO algorithms are clearly the best
performing, followed by MOPC and then lastly NSGA-II. Although, it must be
noted that this study has not performed an extensive parameter study of any
of the algorithms and has used the default values where possible because the
aim of the study was to understand their relative “out of the box” performance.
Therefore, without detailed consideration of parameter tuning, this study shows
that the MOEA/D algorithm finds the set of routes closest to the known optimal
set.

T-tests (one-tailed, paired) were done to examine the significances of the
various differences in mean IGD observed in our results. In the case of the
two-objective experiments, we tested, for each problem, MOEA/D vs SMPSO,
SMPSO vs MOPC, and MOPC vs NSGA-II. We took into account the Bonfer-
roni correction to allow for multiple comparisons within the same set of results
[9]. These tests revealed that, with two exceptions, on every problem MOEA/D
was superior to SMPSO, SMPSO was superior to MOPC, and MOPC was su-
perior to NSGA-II, all with p-value < 10−6 (after the Bonferroni correction).
The exceptions were: in problem 1 there was no significant difference between
MOEA/D and SMPSO, and in problem 5 there was no significant difference
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between MOPC and NSGA-II. However in the three-objective cases, SMPSO
was statistically superior to MOEA/D (with p-value always below < 10−10)
in all cases except problem 3, in which MOEA/D showed a slight advantage
with modest significance (p 0.09). This reduction in performance of MOEA/D
is probably due to the large scale differences in the 3 objective functions used
(exposure is unity, time taken is in the thousands and fuel consumed is in the
tens of thousands) and hence, the inability of MOEA/D to cover the weight
space effectively using these default parameters.

As part of this research, the code that embodies this route planning problem
is available to the wider research community to allow further analysis of these
and new algorithms and their parameters. To request a copy of this problem
please contact the authors directly.

6 Conclusions and Future Work

This paper has presented an evaluation of different multi-objective optimisation
algorithms when applied to the problem of planning a route over an unstructured
environment where a route has a number of objectives defined using real-world
data sources.

The definition and results of the evaluation on the multi-objective route
planning problem have been summarised in this paper and multi-objective op-
timisation algorithms show a clear advantage over single-objective optimisation
algorithms in this case. First, by observation of Figure 3 and 4 it is abundantly
clear that far better routes were found by the multi-objective algorithms. Sec-
ond, the multi-objective approach empowers the operator with an understanding
of the trade off inherent in the optimisation. From the multi-objective optimi-
sation algorithms evaluated, MOEA/D and SMPSO find the set of solutions
closest to the known optimal, followed by MOPC and NSGAII. MOEA/D was
shown to be superior in the 2 objective case where SMPSO was found to per-
form the best on the majority of the 3 objective cases. Future work should build
on existing research into how this information should be best presented to the
operator to improve the decision making process and how these algorithms can
be formulated to run in near real-time so they could be used as a decision-aid.
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