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Abstract 

This paper details preliminary results in designing and implementing a decentralised 
cooperative control system to manage multiple sensors required to search for and track 
targets within an urban surveillance scenario. The system is designed to be robust to 
communication failures and the on-line addition and removal of sensing systems. The current 
design utilises conservative fusion methods to build and maintain a synchronised world view 
and the max-sum algorithm to perform cooperative decision making. 
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1 Introduction 

This work is concerned with the design and 
implementation of robust control 
algorithms for distributed systems. Such a 
distributed system will consist of multiple 
interconnected components, each with its 
own self-contained sensors, processing and 
communication facilities. The controller of 
each component system is considered as a 
single autonomous entity or agent, capable 
of making local decisions about what 
control actions to take and who to 
communicate with.  

By ensuring the controllers self-organise 
on-line to achieve the required goals, rather 
than follow the directions of a central 
controller, the system can be made robust 
to possible communication failures and 
adaptive to internal changes in the system, 
such as the loss or addition of component 
systems. As there is no single control 
centre, this will also ensure the system is 
survivable and can outlast any single 
component agent.  

This paper describes a preliminary design 
and results for a robust and decentralised 
control system for a distributed sensing 
system under taking a surveillance task. 
This task will require the component 
sensing systems, or agents, to cooperate in 

monitoring a defined area such that they 
continually search for and track targets 
within this area. Attention is restricted to a 
sparse network of static pan-tilt-zoom 
(PTZ) cameras operating within an urban 
environment. Although this system is of 
interest in it’s own right, e.g. for base 
security, it is intended that it will be a 
proxy for more general urban surveillance 
and reconnaissance scenarios involving a 
mix of ground and air assets that may be 
either static or moving.  

The end goal of this work is to demonstrate 
the control system on a realistic networked 
system such that operation performance 
issues can be investigated. These include 
the effects of communication failure, from 
individual packet loss through to complete 
link failure, and the dynamic addition and 
removal of agents from the system. 

Section 2 defines the operational scenario 
and the demonstration system. Section 3 
defines the estimation algorithms for search 
and track. Section 4 examines the control 
problem and defines the system objective 
functions and introduces the max-sum 
optimisation algorithm. Preliminary results 
obtained to date are given in Section 5. 
Discussion and future work is outlined in 
Section 6. 
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2 System Overview 

2.1 Scenario 

This work is interested in the general multi-
UxV surveillance and reconnaissance 
problem. However, as the main goal is to 
test and evaluate distributed algorithms in 
real-world experiments, attention is 
restricted to urban surveillance using an 
automated set of static pan-tilt-zoom 
cameras. The proposed experimentation 
facility is shown in Figure 1. This system 
consists of five cameras positioned on the 
top of the BAE Systems building in Filton. 
The objective of the system is to survey the 
area for targets and on detection track them 
for the remainder of the time they are 
within the area of interest.  

2.2 Agent Architecture 

Each of the cameras in the system is 
controlled by a separate agent. Each of 
these agents performs local image 
processing to extract target detections from 
the sensor stream; and collaborative 
estimation or inference such that each agent 
builds up a common operating picture of 
which regions have been searched and 
where the detected targets currently are. On 
top of this sits a collaborative control layer 
that determines what local decisions each 
agent should take. The overall architecture 
of each agent is depicted in Figure 2. As 
this work is concerned with the control, and 
to a lesser extent the estimation layers, a 
simplistic signal processing module will be 
used. For instance a simple colour detector 
capable of extracting targets wearing bright 
fluorescent vests.  

Network Infrastructure 

For this work the agents will be connected 
to a common network, for instance, this 
may be an infrastructure based or ad-hoc 
wireless network using common 802.11 
devices or simply a wired network. It is 
envisaged that this will be extended in 
future to more sophisticated mesh networks 

employing ad-hoc routing protocols (e.g. 
OLSR, SEAS DTC CC005 and others). 
This allows each agent the ability to send 
and receive messages with any other agent 
in the system; however the messages may 
experience various delays or may not get 
delivered due to a broken link. These 
communication issues will have a direct 
impact on which algorithms can be used 
and what performance they will achieve.  

 
Figure 1: Demonstration facility showing the 

locations of the roof-top mounted cameras and 
the surrounding urban environment.  
(Background image obtained from 

maps.google.co.uk) 

 
Figure 2: High-level agent architecture 

3 Probabilistic Search and Tracking  

To perform area search and tracking 
effectively, it is required to not only know 
where the previously detected targets are 
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may be. This will ensure that the sensing 
resources can be appropriately managed 
such that the known targets can be 
adequately tracked and targets that may 
have entered the surveillance area can be 
searched for.  

To accomplish this estimation task, the two 
issues will be dealt with separately. Known 
targets are tracked using conventional 
techniques based on a bank of Kalman 
filters [8], while the states of potentially 
unknown targets are estimated by a 
Probability Hypotheses Density (PHD) 
filter based only on the position of the 
targets. This separation is similar to that 
developed in [1]. 

3.1 Tracking Known Targets 

Each detected target is tracked using a 
conventional Kalman filter, with for 
instance a constant velocity motion model. 
This allows the target state estimate, x̂ , and 
covariance matrix, P , to be maintained for 
each tracked target. This scheme allows 
known methods to perform collaborative 
estimation, e.g. Decentralised Data Fusion 
(DDF) utilising channel filters to keep track 
common information [7]. Here however, 
due to the requirement to be robust to 
unobserved communication failures and the 
dynamic nature of the makeup of the 
system (agents often joining and leaving 
the system) a conservative decentralised 
fusion technique based on the covariance 
intersection (CI) algorithm is used [4,6]. 

3.2 Estimating Unknown Targets 

To accurately estimate the state (e.g. 
position and velocity) of all possible 
undetected targets involves predicting 
where they may enter the area of interest, 
how they may move around, get detected 
and leave the area. This is a difficult 
problem for a constrained environment 
with sensors having a non-uniform 
probability of detection, such as a camera 
that does not fully cover the area of 
interest. To overcome these issues, a simple 

approach that only models the position of 
undetected targets is used. This is 
performed using a PHD filter [5] to 
maintain an intensity function over the 2D 
surveillance region that defines the state 
space for the positions of the undetected 
targets. This function is defined as: 

 ( , )D x y  

The integral of this function over a given 
region defines the expected number of 
targets in that region. This function is 
maintained on a discrete grid and allows an 
arbitrary multi-modal intensity function to 
be represented in a manner that is difficult 
for other representations. 

Although the PHD filter could also be used 
to estimate the state of the detected targets, 
it is more efficient to track these directly 
with a Kalman filter capable of 
representing the target’s position and 
velocity.  

The discretised intensity function described 
above coincides with the search map 
outlined in [1] and there exists a 
conservative fusion method for this 
representation that has similar 
characteristics that the CI algorithm 
achieves for Kalman filters [1] (Section 
6.3.6). 

3.3 Collaborative Estimation 

As there exists conservative fusion 
algorithms for the estimation techniques for 
both the detected targets and the undetected 
targets, collaborative estimation can be 
achieved by every agent simply 
broadcasting their local estimates [1,6]. 
These conservative fusion algorithms can 
handle loopy networks and are robust to 
communication failures.  

4 Decision Making and Control 

The previous section described how the 
states of the detected and undetected targets 
can be estimated and shared across the 
system. On top of this shared world state, 
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the agents collaboratively decide on the 
best course of action. This is achieved by 
defining a system objective function that 
determines what is meant by a good action 
and employing an optimisation algorithm to 
search for the best one. Ideally this 
objective function should consider the full 
sequence of future action. However, the 
size of this action sequence causes the 
complexity of the resulting optimisation 
problem to grow rapidly. Although there 
are methods to over come this, this work 
will only consider myopic or single step 
look ahead actions. The max-sum algorithm 
is used to optimise the defined system 
objective function and determine a useful 
set of decisions for the agents. This 
algorithm utilises the distributed 
computational resources of the agents and 
has been shown to be robust to 
communication failures. 

4.1 Objective Function 

The objective function weighs the different 
priorities of the designer, for instance the 
importance of tracking the known targets 
and searching for new targets. To 
accomplish this two separate objective 
functions are defined. 

The search objective function is defined by 
the expected number of targets that will be 
detected for a given sensing action. This is 
performed by calculating the predicted 
probability of detection as a function 
defined over the surveillance region for 
each agent and integrating this over the 
entire area. This produces the function 

 ( )
1 2

cells agents

( , ,..., )

         ( , ) 1 1 ( , , )

S n

i
c c d i c c c

c i

J v v v
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Where ( , )c cD x y  is the intensity function 
evaluated for cell c , ( , , )i

d i c cP v x y  is the 
probability of detection for sensor i  and 
cell c  if decision iv  is chosen and c∆  is the 
area of cell c . 

The target tracking objective function is 
defined by the predicted amount of 
information that will be obtained for each 
target  

 1 2 1 nom
targets

( , ,..., ) min(0, ( ,..., ) )T n t n
t

J v v v I v v I
∈

= −∑  

Here, nomI  is some nominal information that 
is required to be maintained on each target 
and 1( ,..., )t nI v v  is the predicted information 
that will be obtained for the given agent 
decisions. The information is defined using 
differential entropy obtained from the 
predicted covariance matrix P  of a given 
target, see [8] for more details. 

These two component objective functions 
are combined using an appropriate scale 
factor 
 1 2 1 2 1 2( , ,..., ) ( , ,..., ) ( , ,..., )n S n T nJ v v v J v v v J v v vα= +  

The scale factor used in this work will be 
large such that tracking the known targets 
always takes priority over searching. Only 
when the nominal information is obtained 
regarding these targets, will resources be 
diverted to search for new targets. 

4.2 Optimisation using the Max-Sum 
Algorithm 

Each time a new set of sensor 
configurations is required, the objective 
function J  must be optimised. The max-
sum algorithm will be used to perform this 
optimisation [2]. This message passing 
algorithm allows the distributed 
computational resources of the local agents 
to be utilised, providing a solution method 
that scales favourable as more agents (and 
computational resources) are added to the 
system.  

The max-sum algorithm is designed to 
exploit objective functions defined as a sum 
of separate factors. It is known how to 
define the target tracking component of the 
objective function as a sum of separate 
utility factors [8]. A similar approach is 
used here, such that a given target t  has an 
associated utility factor defined as 
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 , 1 2 1 nom( , , ..., ) min(0, ( ,..., ) )T t n t nU v v v I v v Iα= −   

The search component is trickier. A naive 
approach would be to simply represent each 
discrete cell as a separate factor. However, 
this would require a large number of factors 
to define the full objective function and 
would be overly complex for the max-sum 
algorithm to optimise. Instead the cells 
must be grouped together in some fashion 
to reduce the number of factors. Here, a 
separate utility factor is constructed for 
each agent by grouping the cells that lie 
within the field of regard, defined as the set 
of points that could be sensed by that agent. 
For agent i  this is defined as 

 ( )
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agents

( , ,..., )

( , )       1 1 ( , , )
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i

S i n

ic c
d i c c c

c R i
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Here, iR  is the region of cells within the 
field of regard for agent i  and ( )n c  is the 
number of regions that cell c  belongs to. 

With these definitions, the original 
objective function can be written as the 
sum of these utility factors 
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It is important to point out that although in 
general each of the search and track utility 
factors may depend on the actions of all the 
agents, it is most likely that each factor 
only depends on a small subset. This sparse 
structure is naturally exploited by the max-
sum algorithm and is key to the algorithm’s 
scalability. The dependency between the 
utility factors and decision variables 
defines a bipartite graph referred to as a 
factor graph. The greater the sparseness of 
this factor graph the more efficient the 
max-sum algorithm is at finding a good 
solution to the underlying optimisation 
problem. Figure 3 displays a typical system 
of three sensors with the resulting factor 
graph displayed in Figure 4. For this system 
the objective function has the form: 

 1 2 3 ,1 1 2 ,2 3

,1 1 2 ,2 1 2 3 ,3 2 3

( , , ) ( , ) ( )
           ( , ) ( , , ) ( , )

T T

S S S

J v v v U v v U v
U v v U v v v U v v

= +

+ + +
 

The max-sum message passing algorithm 
finds a solution to the optimisation problem 
by passing messages between the utility 
factor nodes and variable nodes that define 
the decisions of the agents. This algorithm 
has previously been shown to be scalable 
with the number of agents and robust to 
communication failures and the online 
addition / loss of agents. This however, has 
only been performed for the graph 
colouring benchmark problem [2].  

 

Figure 3: Schematic of a sensing system showing 
the positions of two detected targets and the 

positions of each sensor and its field of regard, 
defined by the sensor’s maximum range 
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Figure 4: Example factor graph for target 

acquisition and tracking system shown in Figure 
3 

A main goal for this work is to determine 
how these results extend to realistic 
decision problems involved with searching 
for and tracking targets in an urban 
environment. This search and track 
problem differs greatly from the graph 
colouring problem as the underlying factor 
graph requires much more information to 
construct and maintain. For instance the 
utility factors associated with a given 
tracked target are not tied to any given 
agent as is the case in the graph colouring 
problem [2]. The tracking utility factors 
must be created when a target is initially 
detected and maintained while the target is 
within the surveillance area. Links to this 
utility factor from agent decision nodes 
must be created and deleted on the fly, 
based on whether agents could contribute to 
tracking the given target. In addition to this 
connection maintenance, the utility factor 
must be maintained by a given agent. If this 
agent fails or is disconnected from the 
system, the utility factor must be recreated 
by some other agent.  

The overhead of performing this factor 
graph management online and in real time 
has the potential to degrade the 
performance that the system can achieve. 
The magnitude of this degradation will 
determine whether attempting to find the 
full joint cooperative solution is worth 
while. 

5 Preliminary Results  

Previous work has demonstrated the 
performance improvement of the 
cooperative sensor management strategy 
over local, or selfish, control strategies for 
the target tracking component of the 
defined scenario [8]. This section outlines 
preliminary results into the performance of 
the cooperative strategy for the search 
component. To get an upper limit for the 
improvement, the joint actions are 
determined by solving the optimisation 
problem in a centralised fashion, without 
using the max-sum algorithm and ignoring 
the issues of decentralisation discussed 
above. This enables a comparison to be 
made between the full cooperative solution 
and the simpler method where each of the 
decisions of the agents are found through 
performing a local optimisation without 
considering the effects of the others. This 
local or selfish solution is referred to as the 
coordinated solution in [3] and implicit 
cooperation in [8]. Figure 5 displays a 
snapshot of a simulated experiment. This 
displays the current intensity function and 
the resulting optimised set of decisions 
found by maximising the search component 
of the objective function.  

Figure 6 displays the measured 
performance of the system under full 
cooperative control and when under local 
or selfish control. As shown, there is a 
performance improvement of 25% under 
cooperative control. This result 
demonstrates that there is potential for 
cooperative control techniques for this 
problem and sets the expectation as to what 
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the best performance a decentralised 
cooperative control scheme could achieve.  

 
Figure 5: Preliminary results for search 

component. A snapshot of the current PHD 
intensity function defined over the surveillance 

region is given in the top. This is used to 
determine the set of optimised decisions for the 

agents displayed in the bottom 

 
Figure 6: Performance of full cooperative 

solution found by performing a joint 
optimisation compared to a local or selfish 

solution that solves a set of independent 
optimisation problems, one for each agent 

Discussion and Conclusions  

This paper has discussed the preliminary 
design and results that has been achieved to 
date for a decentralised sensor management 
system for target acquisition and track. The 
preliminary system design is robust to 
communication failures and the addition 

and removal of sensing systems. This is 
achieved in the estimation or inference 
layer by employing conservative fusion 
methods to build and maintain a 
synchronised world view.  

Within the control layer the local actions of 
each agent are found through optimising a 
system wide objective function that 
captures the trade-offs between acquiring 
new targets and maintaining track on 
existing ones. This joint optimisation over 
the local sensing actions is solved using the 
max-sum algorithm, which has previously 
been shown to be robust to communication 
failures. To ensure the max-sum algorithm 
is used efficiently, a decomposition of the 
full objective function has been defined that 
separates out individual utility factors from 
the system wide objective function. This 
decomposition specifies a separate search 
factor for each agent and a separate 
tracking component for each currently 
tracked target. 

The main thrust for current and future work 
is to complete the detailed design and 
implementation that will allow further 
experimentation and analysis to be 
performed. This experimentation will 
examine the nature of the performance loss 
that will be incurred when such a system is 
deployed under realistic operational 
conditions. 
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