
Efficient Systems Analysis by combining SysML and 
Coevolution 

 
David Morgan, Antony Waldock 

BAE Systems Advanced Technology Centre 
Filton, Bristol, BS34 7 QW, UK 

david.morgan11, antony.waldock@baesystems.com 

David Corne 
School of MACS, Heriot-Watt University, 

Edinburgh, UK 
david.corne@macs.hw.ac.uk 

 
Abstract – The engineering of a complex and large scale 
system with hundreds of competing requirements is a time 
consuming and costly process. In recent years, Model 
Based Systems Engineering has been adopted as a means 
of moving from a document-centric approach to a model 
based approach where reusable models can be used to 
analyse the proposed system. The application of multi-
objective optimisation algorithms to generate a set of 
designs that represent the trade-off between competing 
system requirements would be highly desirable. In this 
paper, the authors apply different optimisation strategies, 
inspired by coevolution, to efficiently generate a set of 
solutions by identifying and exploiting the structure within 
the design. The preliminary results show that using the 
structure inherent in a SysML design has significant 
benefits in terms of the number of evaluations needed to 
generate the solutions.  

Keywords: Model Based Systems Engineering, Multi-
Objective Optimisation, SysML, Coevolution.  

1 Introduction 
 Typically, the engineering of a complex system is 

decomposed into a set of subproblems, which are then 
developed, in relative isolation, by a set of specialised 
teams (training, logistics, engineering costs, performance 
requirements, maintenance etc.). Each team produces 
design documentation using an appropriate toolset (Matlab, 
Excel, finite element simulation etc.) to model and 
understand the trade-offs between a subset of the derived 
system requirements. Understanding the trade-off between 
competing requirements across the entire system, by 
collating and reviewing the individual models or design 
documentation, can be a time consuming and error prone 
process.  

 The first step in understanding the trade-off between 
competing requirements at a systems level is the ability to 
integrate the different views from the specialised teams. 
Model Based Systems Engineering (MBSE) [1] is the 
application of modelling to support the development and 
later life cycle phases of a system using a model centric 
approach rather than a document centric approach to reduce 
system design time [2]. The model represents selected 
aspects of the structure, behaviour, operation or other 
characteristics of a system. The goal is to develop a single 
model that can be viewed and manipulated by a diverse 
range of teams enabling a common understanding, 

consistency and eventually reuse. In recent years, SysML 
has become the standard modelling language, developed by 
the Object Modelling Group (OMG), to support MBSE.   

 SysML is an extension of the Unified Modelling 
Lanuage (UML) [3] and in particular, provides two new 
views or diagrams, Requirements and Parametric, with 
which to support systems engineering. A Requirements 
Diagram (RD) visually represents system requirements and 
the interconnections between them. The Parametric 
Diagram (PD) represents the constraints between different 
system components. The PD can be populated from a 
library of parametric models that represent the performance 
of different system components and can be written in a 
range of specialised toolsets. 

As well as graphically representing the system, 
toolsets such as MagicDraw and IBM Rhapsody support 
analysis of the constraints by instantiating the graphical 
models. For example, ParaMagic is capable of calculating 
unknown system parameters given input parameters and 
constraint models using Matlab and Mathematica. Some 
toolsets are capable of performing limited trade-off studies 
by evaluating a range of input parameters and plotting the 
resultant output parameters. The development of an 
approach that enables a systems engineer to automatically 
view and explore the designs that represent the trade-off 
between competing system requirements would be highly 
desirable. Although for complex and large systems with 
hundreds of requirements, performing a black-box multi-
objective optimisation is likely to be extremely time-
consuming to yield a reasonable set of designs. 
 Fortunately, the SysML language means that the 
multi-objective optimisation does not have to be a 
completely blind black-box optimisation. The structure 
inherent in the SysML representation gives the multi-
objective optimisation algorithm some insight into how the 
problem is structured and therefore could enable the 
algorithm to be automatically adapted to exploit these 
properties. In this paper, the authors present a preliminary 
study into automated methods of efficiently optimising 
competing system requirements across an entire system by 
combining a Model Based System Engineering (MBSE) 
approach with multi-objective optimisation algorithms 
based on coevolution. 
 Section 2 of the paper firstly introduces a case study 
problem to evaluate the performance of the different 
optimisation approaches and shows the types of structure 
that can be identified and exploited. Section 3 then outlines 
the different approaches that could be applied to the multi-
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objective optimisation algorithms. Section 4 presents the 
experimental setup and results from this preliminary study 
with conclusions and future work presented in Section 5. 
 
2 Case Study 

In this work an Air Traffic Control (ATC) case study 
was used to evaluate the approach. The goal of the case 
study is the hypothetical design of an ATC system for U.K. 
airspace. The problem is to choose the optimal set of radar 
types and associated configurations at 17 different sites, 
such that the system as a whole is able to provide sufficient 
coverage for minimal operating costs. The approach taken 
in this paper can be applied to any system developed within 
SysML and this case study was selected because of the 
authors’ familiarity with the problem and the suitability of 
the models used.  

 
Figure 1 - ATC Requirements Diagram 

The first diagram considered for the ATC case study 
is the RD. In this case study, the RD (shown in Figure 1) 
shows four derived requirements; three focusing on the 
tracking performance of the radar system and one on the 
costs associated with upgrading and operating the radars. 
Each of the derived requirements has an associated 
constraint that verifies an instance of the system based on 
the requirement. The second diagram considered for the 
ATC case study is the BDD which shows the structure of 
the ATC system (see Figure 2). The ATC System consists 
of two parts; the set of radar sites and the set of coverage 
locations that the system is required to cover. Associated 
with each radar site is a spatial location and a corresponding 
radar with the parameters; type, gain, bandwidth and 
beamwidth. The set of coverage locations has a position and 
the radar cross section of the size of aircraft that should be 
detected. The ATC Analysis block has a number of 
constraints associated that represent the derived 
requirements seen in the RD. The third diagram is the PD, 
which glues the blocks in the BDD diagram with the 
constraints. The PD is shown in Figure 5 and shows a 
mapping between the component parameters for each 
component and the constraint: range accuracy. The output 
of the constraint is the number of satisfied coverage 

locations i.e. the number of locations with a range error 
below 20m. The constraint can be represented as a single 
element or can be broken down into more detail as shown 
in Figure 6 where the sum and min operators are displayed. 
Exposing the operators involved in a constraint could 
enable the optimisation algorithm to find the set of 
solutions more efficiently.  

 
Figure 2 - Block Definition Diagram for an ATC 

2.1 Constraint Functions 
The constraint functions used to evaluate the 

requirements are split into two categories; radar 
performance and cost modelling. For radar performance, 
three constraint functions are f1, f2 and f3 represent the 
percentage of coverage locations that have sufficiently 
small range error !1, the cross-range error !2 and the 
velocity error !3 as defined in [12]. In this paper, each radar 
station is assumed to process its data independently, and the 
error at a particular coverage location is taken to be the 
smallest error obtained by any single site. It is also assumed 
that the same antenna dish transmits and receives the signal. 
The range error is assumed to be satisfactory if !1 is less 
than 20m, the cross-range error less than 200m and the 
velocity error less than 10ms-1.  

A fourth constraint is defined as cost, the function of 
which is filled by the cost metric (1) in this analysis. It is a 
sum over the Ni different radar sites and is composed of 
three terms; the installation and commissioning of a 
particular type of radar (Cfix), the costs of operating the 
system over a period of " years (Cop) with a reduction in 
costs when sites are of a similar type (Ns) and the final term 
is a configuration based cost (Ccon) and is a function of the 
gain of a particular site. This reflects the fact that installing 
a large, high performance antenna dish will come at an 
increased cost. 
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In this paper, we consider five types of radar in the trade-off 
analysis, the first two of which represent the extremes of 
high performance and high cost (T1), and low performance 
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for relatively little cost (T2). The remaining three models in 
general fall between these extremes (See Table 1). Another 
allowable option is to leave a radar site unoccupied, in 
which circumstance it is taken to have infinite error and 
zero cost. The goal is to select the four radar parameters to 
maximise coverage and minimise costs. 
 

 T1 T2 T3 T4 T5 
P (kW) 2000 500 1200 1200 1200 
PC 100 25 50 50 50 
F (dB) 40 30 30 30 30 
PRF 
(Hz) 

400 1000 400 400 400 

Tscan (s) 3 2 3 60 4 
! (cm) 10 30 15 15 15 
G (dB) 27-32 15-22 23-26 23-26 22-26 
" (o) 0.8-1.2 2.0-3.0 2.6-3.5 0.1-0.5 1.4-2.2 
B (MHz) 0.3-0.6 0.1-0.2 1.5-8.0 0.3-1.0 0.02-0.3 
Cfix (£M) 100 10 35 42 30 
Cop (£M) 1.5 0.5 1 1.25 1.5 

Table 1 - Radar Types 

3 Coevolution 
The case study defined in the previous section 

represents a problem with 68 variables (4 for each of the 17 
radar stations) with four objective functions (constraints 
that satisfy requirements). Although this represents a 
sufficiently complex and large scale problem for this study, 
the engineering of real-world systems is likely to be far 
more complex and include hundreds of requirements and 
variables. Finding the set of solutions that represent the 
trade-off between the competing objectives in such a high-
dimensional space with many objective functions without 
using problem decomposition is likely to be intractable for 
this scale of problems. Fortunately, recent promising 
methods of problem decomposition have emerged from the 
field of multi-objective optimisation [4][5].  

Problem decomposition deals with approaches to 
large-scale problems that involve breaking the problem 
down into a collection of smaller subproblems. If a problem 
is fully decomposable, in the sense that there is no 
interaction between the subproblems, then problem 
decomposition is clearly a simple and successful approach, 
since we can simply solve each problem independently and 
then concatenate the solutions to the subproblems and 
obtain a good solution to the larger problem. However, real 
world cases are invariably not decomposable in this way. It 
is always possible to decompose a larger problem into 
arbitrary smaller ones, however this cannot be done without 
significant interactions between the subproblems; this 
means that the concatenation of solutions to the 
subproblems will generally be a poor solution to the global 
problem. For example, if we combine the most mass-
efficient wing design with the most energy-efficient engine, 
the wing may be structurally unstable beyond 200mph, and 
so forth. Problem decomposition methods therefore operate 
by combining independent optimization of subproblems 
with communication and monitoring processes, which 
convey information between the processes that are 
optimizing the subproblems, and continually monitor and 

steer them on the basis of the current ‘global’ solution.  
Although problem decomposition is a highly generic 

idea, precise methods and approaches tend to be ad hoc, 
and closely tied to a particular optimisation process. For 
example, ‘Benders’ decomposition’ approach [6], and 
variants thereof, are common approaches when the problem 
can be stated as a mathematical programming problem, and 
exploits a particular way of grouping the variables and 
stages of optimisation within the linear or stochastic 
programming formulation. Meanwhile, a range of ‘divide 
and conquer’ approaches to problem decomposition have 
been used in several studies in the evolutionary 
computation community. For example, in [7] the authors 
use an evolutionary algorithm first to find suitable problem 
decompositions; then, a fast heuristic solves each 
subproblem, and a ‘patching’ heuristic combines the 
subproblem solutions. This approach is appropriate when 
suitable fast heuristics exist, including one that helps 
evaluate the suitability of any given decomposition. An 
alternative approach was introduced in each of [8][9] 
where, broadly speaking, a problem was randomly 
partitioned into subproblems that were solved 
independently, but where the quality of a subproblem’s 
solution was calculated dynamically based on combining it 
with a random selection of the current solutions from other 
subproblems. This type of approach was termed ‘co-
operative coevolution’ in [10], and there has been growing 
recent interest following a number of recent studies [10], 
which have shown it to work very well across a wide range 
of large-scale benchmark optimization problems (e.g. 
including 500 and 1,000 dimensional versions of the 
benchmark suite from [11]). 

The most recent and effective approaches to co-
evolution are those discussed in [10], and the approach we 
describe in the next section is based on this. Essentially, 
coevolution works by first partitioning a problem into a 
group of smaller subproblems. Optimization then 
progresses by combining independent optimization of these 
subproblems with intermittent communication of 
information between them.  A partition into subproblems is 
essentially a partition into groups of parameters. While an 
individual subproblem is being optimized, we need to 
continually estimate the solution quality of our current 
solution to this subproblem; this means that we need to 
assume a set of instantiations for the parameters that are not 
involved in that subproblem. So, each independent 
optimization of a subproblem proceeds by assuming that the 
current solutions to the other subproblems are fixed – the 
communication between subproblems takes the form of 
occasionally updating and resetting each subproblem’s view 
of the other subproblems’ latest parameter settings. Hence, 
at intervals, each subproblem receives a global steering 
signal, while in between these times they make fast 
progress on their own part of the problem, Recent studies, 
as summarized in part in , invariably show that this 
approach can significantly improve performance on large-
scale problems, either achieving similar results to a global 
optimization, but much faster, or by achieving results that 
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are both faster and better quality. 
Almost all studies of co-evolution so far, however, 

have involved benchmark function optimization problems 
or, in the earlier studies such as [7][8], classical 
combinatorial problems such as the travelling salesperson 
problem or set-covering. The potential for using this 
approach in large scale systems engineering seems clear, 
and open for investigation. This paper represents an initial 
investigation of the approach in a systems engineering 
context. In particular, noting that the ability to use co-
evolution relies on the ability to partition the problem into 
subproblems, we describe how to exploit the structure 
inherent within the SysML diagrams to guide the co-
evolution method. 
 
4 Experimental Study 

The MOEA/D [4] Genetic Algorithm (GA) is known 
to perform well over a wide range of high-dimensional 
optimisation problems. In particular, decomposition based 
approaches are known to be effective when there are 
several objective functions. For these reasons we use the 
version of the algorithm described in [5]. In this study the 
population size is 1200, each associated with a different 
scalar aggregation function (subproblem). Each subproblem 
has an optimal solution that is located at a specific point on 
the Pareto front, and together these single objective 
problems characterise the multi-objective problem. The part 
of the Pareto optimal front containing non-dominated 
solutions with respect to the performance metrics f1, f2 and 
f3 is shown in Figure 3, with the cost metric f4 shown on the 
colour axis.  

 
Figure 3 - The known Pareto optimal front  for ATC 

Better performing sets enclose larger hyper-volumes 
in the objective space and have darker surfaces (indicating 
lower cost). The Pareto set contains many different types of 
solution vectors. Common features were that some 
locations were always empty (indicating redundancy of 
particular sites), and that the higher performing solutions 
tended to contain mixtures of types 3, 4 and 5 rather than 

type 1 (suggesting the benefits of mixing stations with 
complementary strengths). The cheaper type 2 model also 
features in many solutions in the Pareto set. Typically these 
are seen later in the optimisation, i.e. high performing 
solutions are often found quickly, but similarly performing 
cheaper solutions take longer to emerge. To measure the 
convergence rate under several different coevolution 
strategies, we use the standard IGD performance metric [5]. 
It measures the average minimum distance between a 
uniformly spaced set of points on the Pareto front and its 
current approximation. In determining the rate of 
convergence, one evaluation is defined as the evaluation of 
all of the performance metrics for one radar site i at one 
coverage location j. We use a uniformly spaced grid of 256 
evaluation points across the coverage area, so a single 
evaluation of f1-4 for a given state vector will by default 
require 4352 evaluations. For all of the strategies tested, the 
system was found to exhibit logarithmic convergence. The 
convergence rate # was determined by least squares fitting 
to evaluations-! in each of 20 independent runs. 

Firstly, three baseline optimisation approaches were 
tested on the problem: ‘black-box’ optimization, 
coevolution using random partitions and coevolution with 
partitioning based on information from a human designer. 
In the first, the GA is free to mutate every element of the 
solution vector. The second random approach, involves 
restricting mutation to only 17 indices randomly selected 
from the 68 in the problem. The resulting four replica 
populations are then evolved independently for 20 
generations, after which time the best solution for each 
subproblem is selected. This type of stochastic approach 
often performs well in optimization problems with large 
numbers of local minima. For comparison, the third 
baseline approach used a ‘model’ system engineer’s 
knowledge of the problem to cluster the radar sites and their 
associated variables into four fixed coevolution groups 
based on geospatial location. 

In this preliminary study the authors proposed two 
approaches that are based on utilising the structure in the 
SysML. The first approach stems from the BDD SysML 
diagram where the structure of the parameters can easily be 
extracted. Instead of randomly choosing 17 elements as in 
the Random baseline method, this approach randomly 
selects 10 elements from each of the four groups in the 
diagram (i.e. type, gain, bandwidth or beam-width) to 
coevolve.  

The second approach developed by the authors utilises 
information about the operators defined in the SysML 
diagram. The ‘min’ operator, defined in Figure 6, may 
mean that some of the inputs have little effect upon the 
output. For example, it is unlikely that the radar station in 
Belgium will ever provide the best result for a coverage 
location in the Atlantic Sea. To exploit this knowledge, a 
probability distribution can be learnt based on the frequency 
with which a particular radar site gives the accepted result 
for a particular coverage location. In the optimization, the 
links to evaluate are chosen from this distribution (without 
replacement) at each generation until 60% are selected. The 
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results for the fitted convergence curves of the five methods 
are shown in Figure 4.  

 
Figure 4 - Experimental results for the baseline methods 

(Black Box, Random, and Designer) with the SysML. 

As was expected, it is possible to significantly speed 
up convergence by using coevolution. In particular, this 
problem responds very well to the random baseline 
approach. SysML exhibits a faster convergence rate than 
the ‘black box’ and designer but is outperformed by the 
coevolution with random partitioning. Introducing the link 
strength probability distribution significantly augments 
SysML, with a speedup not far short of what would be 
expected if all of the removed links were completely 
redundant. By using all of the structure available within the 
SysML diagrams, it is possible to improve upon the 
convergence rate of all the baseline approaches. In more 
highly correlated problems, it is likely that exploiting 
structure in this way would outperform the stochastic 
approach by a wider margin. 
 
5 Conclusions and Future Work 

The development of an approach that enables a 
systems engineer to automatically view and explore the 
designs that represent the trade-off between competing 
system requirements would be highly desirable. In this 
paper, the authors have shown that using coevolution 
strategies can provide an improved convergence rate over a 
‘black box’ optimisation, where utilising the structure 
inherent in a SysML design can improve the convergence 
rate further. The ability to exploit structure within the 
SysML diagram will be extremely important when this 
approach is applied to real-world design problems with 
large numbers of variables and hundreds of system 
requirements.   

Future work could be improved in three possible 
directions; integration, optimisation and visualisation. The 
methods outlined in the paper would require integration 

with current toolsets. Means of identifying and exploiting 
structure could be extended much further than the initial 
developments. The visualisation of the resulting optimal 
designs for human assessment is another interesting and 
related area. 
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Figure 6 - Parametric Diagram for the Constraint - Range Accuracy 

Figure 5 - Parametric Diagram linking the ATC System with the Range Accuracy Constraint 
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